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• Linearity: relation between number of output electrons and input photons. In a
fully linear detector, this relation is linear, with the slope of the relation given by the
quantum effeciency. An alternate way to consider nonlinearity is to consider that
the quantum efficiency is a function of the count level.

– photographic: nonlinear (characteristic curve)

– photoelectric: linear except for dead-time correction. A dead-time correction
applies for bright sources; if two photons arrive essentially simultaneously, they
will only be counted as a single photon.

– photon collectors: CCDs usually linear up to 50-90% of full well. IR arrays are
usually slightly nonlinear over their entire range, but repeatably so.

• Full well: maximum number of photons possible to detect.

– photographic: limited by number of grains

– photomultiplier: unlimited

– array detector: ∼100,000 photons.

Other possible effects/issues:

• Defects. Most detectors are not perfect; there are often small regions which are
unusable because of very low quantum efficiency, blocked columns, etc. Many
devices are rejected for astronomical use because of too many defects. This leads
to the concept of bad pixels, and bad pixel masks.

• Modulation transfer function. In some detectors at some wavelengths, charge de-
posited at one location can be spread over a wider region, leading to degradation
of image quality. This is often most notable at long wavelengths in CCDs, where
one can see moderately large halos around point sources. This is usually due to the
penetration of long wavelength photons to the substrate of the device from which
they can be reflected back. In IR detectors, interpixel capacitance (IPC) can result
in charge “leaking” into adjacent pixels.

A related effect is fringing on chips, which results from interference of monochro-
matic incident light that is reflected from the substrate, which is relevant because
the night sky spectrum contains strong monochromatic features. Since the substrate
surface is not perfectly flat, this can lead to irregular patterns in the background.
Examples: DIS red fringing, 1m i band imaging. The details of fringing depend
on specifics of the chip construction, and fringing effects can be mitigated in some
cases.

http://en.wikipedia.org/wiki/Sensitometry
file:../html/diagrams/a535/disfringing.htm
file:../html/diagrams/a535/1mfringing.htm
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• Readout speed: typically 25 microsec/pixel for array detectors. However, the chips
can in many cases be read at a variety of speeds. In general, when chips are read
faster, the readout noise increases. Larger chips now often have multiple readout
channels, so several regions of the chip can be read simultaneously, decreasing the
total readout time.

• Saturation behavior. When full well is reached, the chip is said to be saturated.
In some array detectors, especially CCDs, when a given pixel is saturated, addi-
tional charge often leaks into adjacent pixels, usually into adjacent rows rather than
columns because of the construction of the CCD. Note that under some circum-
stances, the charge may be conserved, and people have come up with some clever
algorithms for measuring brightnesses of saturated stars! But in general, you can’t
count on this: if you saturate your objects, you probably won’t be able to measure
their brightness.

Separately from detector saturation, one occasionally sees saturation of the readout
electronics which can have the effect of a saturated pixel affecting the counts in
subsequent pixels.

• Hysteresis generally refers to processes in which the prior exposure history of a de-
tector affects subsequent exposures. A common example is residual image, in which
an area of a detector which was subject to a very bright source in a previous expo-
sure will continue to “glow” in subsequent exposures. Another form of hysteresis is
so-called quantum efficiency hysteresis (QEH) in which the quantum efficiency of
the chip changes as a function of previous exposure history. One manifestation of
this effect has been used by astronomers, mostly with older CCDs; for some reason,
when these CCDs were subjected to an extended influx of ultraviolet light, their op-
tical quantum efficiency was found to be increased, and to stay increased at a stable
level as long as the chip was kept cold. This led to the practive of “UV-flooding”
CCDs as they were being cooled.

• Reciprocity: sensitivity changes as a function of photon incidence rate. Exists in
photographic plates, maybe in some array detectors? Dead-time correction is a
reciprocity failure.

Understand the basic types of detectors: photon counters vs photon collectors, and
for what applications each might be preferred. Understand that there are different types
of photon collectors: different materials are used in the optical (silicon in CCDs) and in
the near-infrared. Understand the key characteristics of detectors: quantum efficiency,
resolution elements, readout noise, dark current, linearity.
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9.1.1 Digitization

In array detectors, after the charge is collected and read out, it is sent through a chain
of electrons which digitizes the signal, often after amplifying it. The digitization is made
by a device known as an A/D convertor; these work by comparing an input signal with
a set of reference voltages which successively differ by factors of two. Thus an input
signal is translated into a series of bits depending on whether the input voltage exceeds a
series of reference voltages. Typical A/D correctors in use in astronomy consider 16-bits.
The digital signal which comes out of the CCDs is variously referred to as counts, digital
numbers (DN), or analog-to-digital units (ADU). The number of output counts is related
to the number of input counts by a constant which depends on the amplification in the
electronics. The amplification factor is known by most people as the gain, but astronomers
define the gain of a device by the number of input electrons divided by the number of
output counts (i.e., the inverse gain); this “astronomers” gain is specified in units of
e−/DN. Because the number which we receive from the electronics chain differs from the
number of input electrons (i.e, the number of detected photons), the calculation of noise
must take this into account. The photon counting noise (rms) is given by the square root
of the number of detected photons. The number of detected photons is given by GC,
where G is the (inverse) gain and C is the number of detected counts. Consequently, the

noise in electrons is
√

GC, and in units of counts is given by
√

C/G. This is apart from
readout noise; the latter is usually specified in units of electrons, giving a total noise in

electrons of
√

GC + σ2
rn, or, in units of counts, by

√
C/G + σ2

rn/G
2.

A/D converters can only measure a positive incoming signal. At low light levels, the
true input signal can be negative in the presence of readout noise. To avoid trucation of
the negative signals, a constant voltage, called the bias, is added to the signal before it
passes through the A/D. This bias must later be removed to preserve the correct count
ratios between different sources; this is generally accomplished in CCDs by using the
overscan region of the image.

A/D convertors can introduce small systematic errors in recorded count rates if the
reference voltages are not carefully controlled.

Understand how digitzation works. Know what the gain is. Understand how to
calculate noise in both units of detected electrons and in counts.

9.1.2 Dynamic range

A detector system can be characterized by its dynamic range, which is the ratio of the
signals of the brightest and faintest sources which can be detected (with some definition
of “detection”). At the bright end, the system is limited by either the full well of the
detector (or the number of electrons at which the detector goes significantly non-linear),
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or alternatively by the limitation of the A/D convertor (e.g., if an A/D convertor has
16 bits, you can never see counts higher than 216 − 1 = 65535. At the faint end, the
system is limited either by the bias level, the A/D convertor (you can’t detect less than
one count), or by the readout noise (source buried by readout noise cannot be detected).
The gain of a system is often set to maximize the dynamic range; if the readout noise
is ∼ 10 electrons, one can maximize dynamic range by digitizing the signal by several
electrons/DN if the detector has sufficient full well.

Know what dynamic range means.

9.1.3 Determining gain and readout noise

Consider an ensemble of measurements taken at a light level L. The noise in this ensemble
should be σ2 = LG + σ2

rn, where G is the gain and rn is the readout noise in electrons,
and σ is the noise in electrons.

If you do this at a lot of different light levels, then you can plot σ2 vs L, and the
slope should give you G and the intercept rn2. However, remember that if you compute
σ from the images, this gives σ in DN, so the slope will give you 1/G. This test is also
excellent for checking the basic performancer of a detector. Deviations from nonlinearity
can also usually be seen on such a plot.

However, in its most straightforward application the test is very time consuming and
hard to analyze: you have to take many exposures at each different light level, and then
determine a gain and readout noise for each pixel and look at them all. It is much easier
just to use the set of all pixels as your ensemble at each light level. However, you can’t
do this directly, because each pixel may have a different sensitivity and different fixed
pattern noise, so you’re not measuring a true ensemble. If there is significant variation of
sensitivity than you can’t use a whole area at all, because the noise properties will vary
across the area. You can avoid these problems by working with the difference between
pairs of observations: if the light level is the same in the two images, then you’ll be left
with an image that only has noise.

Specifically, take a pair of images and form the difference. The expected noise is

σ2 = 2(LG + σ2
rn)

where L is the light level, G is the gain, and σ is the noise in electrons. Since σ(electrons) =
GσDN , we have

σ2
DN = 2(

L

G
+

σ2
rn

G2
)

. You can directly measure σ(DN) from your difference image. Make sure to do it over
a region which doesn’t vary significantly in light level. Now repeat the measurement at a
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variety of light levels and plot σ2(DN) vs L. If you fit a line through this, the slope is
2/G and the intercept is 2σ2

rn/G
2. If a straight line doesn’t fit the points, then there is

some sort of problem, which you should probably track down.
You can abbreviate this test if you just want to get an estimate of the gain and readout

noise. First, take a pair of bias frames. These have light level of zero, so the noise from
the difference just gives you

√
2σrn. (Note that you still need to take a pair in case there

is superbias structure). Then take a pair at a high light level; at this level the readout
noise is probably negligible, and you can determine the gain from

G = 2
L

σ2
DN

Understand how to determine gain and readout noise.

9.2 CCDs

Photo
By the nature of their operation, there are some additional effects which are peculiar

to CCDs. The unique feature of CCDs is that they are used as shift registers to transfer
the charge through the detectors themselves in the process of readout. The parallel
transfer efficiency (transfer efficiency from one row to the next) must be extremely good
in order not to lose any significant amount of charge over the large number of parallel
transfers which must be performed (especially in larger devices). For example, a charge
transfer efficiency (CTE) of 0.999 per transfer, which sounds good, will result in a loss
of 64% of the signal over 1024 transfers, or 83% of the signal over 2048 transfers! For
detectors of these sizes, CTE’s of order 0.99999 or better are required. Fortunately, they
are achievable, though not trivially so; many devices are rejected because of inadequate
CTE.

Charge transfer problems can lead to a variety of effects which are sometimes en-
countered by CCD users, especially those pushing for the most accurate photometry. An
example of one such problem is known as deferred charge. This occurs because some
CCDs transfer charge less efficiently at very low light levels. Essentially, this makes the
detector non-linear at low light levels. Deferred charge can be corrected for if exposure
levels are above the level where the nonlinearities are important. Alternatively, if low light
levels are expected, detectors which exhibit this problem can be “pre-flashed” in which a
background level of photons is put on the chip before the exposure is started; when one
does this, however, one must pay the price of additional background noise.

CTE problems are apparently exacerbated by exposure to high energy photons, and,
as a result, often plague space-based missions, where the CTE performance can degrade

http://en.wikipedia.org/wiki/Charge-coupled_device
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over time. There has been some technology development to mitigate this problem, but it
is definitely an issue.

The quality of a CCD is generally specified by its quantum efficiency (as a function
of wavelength), its readout noise, and charge transfer efficiency (though there are other
figures of merit as well).

CCDs can either be illuminated from the front side (where the electronics are im-
planted) or from the back side. To work efficiently when back-illuminated, the chips must
be thinned by some process. Generally, thinned back-side illuminated chips have higher
quantum efficiencies than front-side illuminated chips. However, the thinning process
can be difficult, with a relatively high fraction of attempts at thinning ending in failure.
Front-side illuminated chips not only have lower quantum efficiencies, but tend to have
particularly poor blue response.

effect of thinning qe curves
An additional way to improve blue (or any) response is to coat the chip either with

some sort of anti-reflection coating to minimize reflective losses, or with some sort of
lumogen which converts blue (or UV) photons to longer wavelengths where the chip is
more sensitive.

some qe curves E2V CCD selection guide
The quantum efficiency is never totally uniform over the entire chip. Pixel-to-pixel

variations in q.e. are typically a few percent. Over larger scales, q.e. variations can be
larger; larger q.e. variations are often found in thinned chips because the thinning process
may be non-uniform. The variations in q.e. across the chip, along with possible differences
in illumination pattern across the chip, leads to the necessity of flat-fielding.

An additional consideration rarely considered is whether there are quantum efficiency
variations within each pixel. In the limit where sources are very well sampled (i.e. cover
many pixels), these are irrelevant, but they would lead to direct systematic photometric
errors in the situation where sources are undersampled. Little is known about the possibility
of such variations in different devices, but it is likely that they exist at some level.

QE as a function of time, e.g. short term, long term, thermal cycling variations.
Requirements for calibration. Of course, there may be other things in the optical system
that lead to time-dependent sensitivity variations as a function of position, e.g. dust
specks on the dewar window or filter.

The manufacture of CCDs, especially the low noise devices with high quantum effi-
ciency that are needed by astronomers, is a complex procedure; only several manufacturers
currently attempt this (e.g., E2V, STA, LBNL).

9.3 CMOS detectors

ccd-vs-cmos/

http://www.andor.com/learning/digital_cameras/?docid=315
http://www.noao.edu/kpno/mosaic/e2v.html
file:../html/diagrams/a535//ccdresponse.htm
https://www.teledynedalsa.com/en/learn/knowledge-center/ccd-vs-cmos/
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9.4 IR detectors

Infrared arrays operate under different principles than CCDs. First, a different material
must be used, because silicon is not sensitive in the IR: PtSi, HgCdTe, InSb have all
been used. Typical QE is not quite as good as that in typical CCDs, but it is constantly
improving. Typical array sizes are also slightly smaller than currently available for CCDs.

In general, there is less experience with materials which are sensitive to infrared photons
than there is with silicon. As a result, the infrared arrays cannot be used as readout
registers in the way in which silicon arrays (CCDs) are. Instead, the IR arrays are generally
coupled to a silicon array (a multiplexer). For some reason, they are generally not coupled
to CCDs, however. Each pixel from the multiplexer array is read out individually, in
sequence; charge is not transferred from one pixel to another. In IR arrays, each pixel can
be thought of as a capacitor; as photons are detected, charge builds up on the capacitor.
The amount of charge on the capacitor can be read out at any time, without affecting
the accumulated charge. This leads to so-called nondestructive readouts for IR devices; a
given pixel can be read out many times without removing the accumulated charge. The
removal of charge is done in a seperate reset operation.

Before charge accumulation begins, each pixel is reset to some initial value. Because
of thermal noise (often called KTC noise), however, it is not possible to know precisely
what this initial value is from one reset operation to the next. This would introduce a
fundamental uncertainty in the total charge measured if one only read each pixel once at
the end of the desired integration period. To avoid this, most astronomical IR detectors
perform doubly-correlated sampling, in which the array is read shortly after reset (non-
destructively) and then again at the end of a specified integration period. The difference
between the two readouts give the desired counts per integration period. To lower the
effect of readout noise, it is possible that during each of these readouts, the chip is actually
read several times; averaging the successive differences reduces the effective readout noise.
This is known as Fowler sampling, whether the number of Fowler samples is the number
of reads at the beginning and at the end of the exposure (so Fowler sampling of one is
doubly-correlated sampling). Alternatively, one can do “up the ramp” (e.g. multiaccum)
sampling as the exposure proceeds. Because each pixel is read in sequence, and only the
time difference between the reads is relevant, many IR cameras are run without shutters.

See Rausher et al 2007.
More complex IR detector issues: nonlinearity, bias drifting, interpixel capacitance,

etc.
QE differences between different types of IR devices: HgCdTe vs. InSb. Tuning long

wavelength cutoff, e.g. in HgCdTe.
Subpixel QE.

http://adsabs.harvard.edu/abs/2007PASP..119..768R
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9.5 UV and other detectors

Readout noise considerations more relevant because of low background, photon counting
devices preferred, e.g. MAMAs.
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10 Telescopes

10.1 Using telescopes

Generally it is usually fairly straightforward to use an astronomical telescope. Most of
the time after arrival at an observatory can be spent checking the instrument and de-
tector performance rather than checking the telescope performance. You should carefully
consider, however, how to maximize your efficiency at the telescope; telescope time is
expensive and hard to come by.

Before going to a telescope, you might consider the following checklist of things to
do:

• Learn how the telescope is commanded. In particular, you may wish to find out
whether scripts can be written (or are already available) to do routine motions on
the sky (e.g. dither back and forth between positions, especially important for IR
observing)

• Find out whether user object catalogs can be used, and if so, find out the format
and prepare files. It can save a lot of time and headaches to have your coordinates
preloaded in a file and save the agony of typing numbers in the middle of the night
and getting them wrong.

• Find out the pointing accuracy of the telescope. You may not necessarily be able
to count on the telescope pointing exactly at the coordinates that you tell it to go
to. For fainter objects, it is highly recommended that you bring finding charts with
you to the telescope. Note that it is now fairly easy to make finding charts from
the Digitized Sky Survey (from Palomar and ESO plates). The program getimage is
available for your use; this program can extract FITS images of arbitrary size from
the digitized sky survey, which we have on CDROM. Any image processing package
should be capable of reading these and producing hardcopy pictures. Another easy
interface available over the WWW can be found at http://skyview.gsfc.nasa.gov.

• Find out the guiding performance of the telescope. For what exposure times is
guiding required? If you will be taking exposures which need to be guided, how
does one find guide stars? Can time be saved by finding guide stars in advance?

• Plan your observations. You generally want to observe objects at the lowest possible
airmass. In combination with your scientific priorities, this will set the order in which
you can plan to make observations. You can figure out transit times by considering
the sidereal times for your night and the right ascension of your targets using

HA = LST − α
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You can get observing calendars using the program skycalendar and compute airmass
tables, etc., for specific targets using the program skycalc (i’m sure lots of other
programs are also available for these tasks). If you are doing spectroscopy, consider
whether differential refraction will be important and whether you can mitigate its
effects by observing objects around the parallactic angle (which, of course, changes
over the course of the night!).

Remember to consider the calibration observations you will need to take (we’ll talk
more about this later). Also remember to plan for different possible conditions. For
example, if you program requires photometric weather, what will you do if it’s not
photometric? what if the seeing is horrible, etc.?

• Be prepared to be able to analyze image quality (e.g., FWHM) and focus the tele-
scope. One of the first things to be done just after dark is focussing the telescope.
This generally involves taking images at a range of focus settings and comparing
them to determine the best focus. One should be prepared with software for ana-
lyzing image quality to make this determination - also, perhaps, software for looking
at all images simultaneously. Generally, the focus position is encoded somehow so
one gets a quantitative measure of the secondary location. One should be aware,
however, of the possibility of slack in the gears controlling the focus mechanism,
which can make the focus not repeat even when the readout position is the same;
because of this, it is generally wise to always move to a focus position from one
direction.

While focussing, one can generally also get an idea of the quality of the seeing of
the night. Remember that seeing varies from frame to frame, and because of this,
multiple exposures even at the same focus can look very different. To minimize
seeing effects, one may wish to choose a focus star on which exposures of several
seconds can be made: for a brighter star with very short exposures, seeing changes
may confuse you. Clearly, however, one doesn’t want to use a very faint star
because one would like to get the focussing procedure over as quickly as possible
so you can get on with your science. Remember, however, the signal-to-noise gains
are substantial for a more concentrated image, so it will be worth your while to do a
good job: if you rush it, you may regret it later when you have more time to notice
how blurred your images are!

You also need to remember that the focus is likely to change throughout the night
as the temperature changes. So continue to inspect your images as you take them,
and if the quality appears to be degrading, you should redo a focus run. Most likely,
the telescope focus will consistently change in one direction (as it gets colder) and
you may even be able to get a good estimate of how much it changes as a function
of the temperature with experience. Which direction focus goes is a good thing to
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